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Recap

e Convolution
— Stride

F Output size:
(N - F) / stride +1




Recap

e Convolution
— Padding

In practice, it is common to zero pad
the border

e.g., input 7x7

3x3 filter, applied with stride 1
pad with 1 pixel border => what is
the output?

©O O O O o o o o o

7x7 output!

In general, common to see CONV layers with stride 1, filters of size
FxF, and zero-padding with (F-1)/2. (will preserve size spatially)
e.g., F=3 => zero pad with 1

F=5 => zero pad with 2



Recap

* Convolutional layer

Convolution x 6 (r
5




Recap

* Convolutional layer

32

# 28 # 24 # ......
CONYV, CONY, / CONYV,

RelLU RelLU 24 RelLU

e.g., 6 e.g.,10 10

5x5x3 5x5x6

filters filters



* ConvNets

RELU RELU RELU RELU RELU RELU

CONV lCONVl CONV lCONVl CONV lCONVl FC

b bbb

=

Wi W

) ALY R A S A Y
0 Y I L G L0 8
T A ERTYR AW

|
i

HAREEERS

1y

'
|

il




Overview

e Case studies of ConvNets
— LeNet 5
— AlexNet
— VGG-16
— GooleNet
— ResNet

 Deep Learning Software
— Model zoos
— Transfer learning



Case study: LeNet-5

C3: f. maps 16@10x10

C1: feature maps S4: f. maps 16@5x5
INPUT 6@28x28
32x32 S2: f. maps C5: layer . OUTPUT
6@14x14 120 rolaver SO

|
Full conAection ‘ Gaussian connections

Convolutions Subsampling Convolutions  Subsampling Full connection

Conv filters were 5x5, applied at stride 1.
Subsampling (Pooling) layers were 2x2 applied at stride 2
i.e., architecture is [CONV-POOL-CONV-POOL-CONV-FC]

LeCun et al., 1998



ImageNet Challenge

e 1,000 object classes
(categories).

e |mages:
o 1.2 M train
o 100k test.
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Case study: AlexNet

193 192 128 2048 2048 \dense

A\, 13 13

Rl .‘)" RN \ o
lr” £ 1 h” 3]‘ N3 : 13 dense dense
T I | 1000

192 192 128 Max

224'\l Stnd Max_ 128 Max pooling 2048 2048
Jof 4 pooling pooling
3 48

Architecture:

[CONV1-MaxPOOL1-CONV2-MaxPOOL2-CONV3-CONV4-CONV5-MaxPOOL3-FC6-FC7-FC8]

Krizhevsky et al., 2012
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Case study: AlexNet

. | 4
==l
SR— .\ 3] N4
b 192 192 128 2048 Spag \dense
57 128 . ) )
A\, 13 13
M3 M- ~ »
[ = 3 _ [ 3] WE 13 dense | [dense
] 3]_ | 1000
192 192 128 Max - -
o = Max pooling 2048 2048
pooling pooling

Architecture:
[CONV1-MaxPOOL1-CONV2-MaxPOOL2-CONV3-CONV4-CONV5-MaxPOOL3-FC6-FC7-FC8]

Input: 227x227x3 images

First layer (CONV1) 96 11x11 filter applied at stride 4
Output volume [55x55x96] Krizhevsky et al., 2012
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Case study: AlexNet

1 5 £ |
\ 3 r. - \
. 192 192 128 2048 J04s \dense
07 128 & o — —
“ ‘. . 13
[ 3
[ 4 ||
. 13 dense dense
[ 27 3\ AL
J 1| 5%
192 192 128 Max - L
Max 128 Max pooling 2048 2048
pooling pooling

Architecture:
[CONV1-MaxPOOL1-CONV2-MaxPOOL2-CONV3-CONV4-CONV5-MaxPOOL3-FC6-FC7-FC8]

Input: 227x227x3 images After CONV1: 55x55x96
Second layer (POOL1): 3x3 filters applied at stride 2
Output volume (55-3)/2+1=27 [27x27x96] Krizhevsky et al., 2012
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ImageNet Large Scale Visual Recognition Challenge (ILSRC)
winners

28.2

152 layers

\
\
. -~
[ 22 layers ‘ 19 Iayers
\ 6.7

357 I____I ] 8 layers H 8Iayers ’

ILSVRC'15  ILSVRC'14  ILSVRC'14 ILSVRC'13 ILSVRC'12 ILSVRC'11 ILSVRC'10
ResNet GoogleNet VGG AlexNet
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: VGG-16

Case study
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In total, there are 16 convolutional/fc layers
2-3 convolutional layers between the pooling layers

Smaller filters, Deeper networks

Simonyan and Zsserman., 2014
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Case study: GoogLeNet

Deeper networks, with computational efficiency
22 layers, efficient “Inception” module

Szegedy et al., 2014
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Case study: GoogLeNet

Filter
concatenation
/ 3x3 convolutions 5x5 convolutions 1x1 conwvolutions
1x1 convolutions ) ) .
\ 1x1 convolutions 1x1 convolutions 3x3 max pooling

e

Previous layer

“Inception module”: design a good local network topology (network within a network)
and then stack these modules on top of each other

Szegedy et al., 2014
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: ResNet

Case study
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Very deep networks using residual connections

152 layers for ImageNet
Residual connections

He et al., 2015
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Case study: ResNet

T relu
H(x) F(x) + x
X
F(x
relu ) relu identity
X X
“Plain” layers Residual block

Use network layers to fit a residual mapping instead of directly trying to fit the desired
underlying mapping

He et al., 2015
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* Deep Learning Software
— Caffe / Caffe2

— Theano/Tensorflow - Keras
— Torch/PyTorch



Deep Learning software

Caffe . Caffe2
(UC Berkeley) (Facebook)
Torch PyTorch

(NYU / Facebook) (Facebook)

Theano _____, TensorFlow
(U Montreal) (Google)
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Deep Learning software

. Tutorials CNN RNN etay-toae ard
nguages and training  modeling modeling modular Speed
materials capability  capability front end
Theano Pyé?fn' +
Temor | pyon
Torch Lua(.nI;yv:;\on +
Caffe C++ + + +
MXNet Jﬁ'l .'Z“s'l‘;?a *
Neon Python + + +
CNTK C++ + + +

Multiple GPU Keras
support compatible
+ +
+
+
+
+
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Deep Learning software

Google: Facebook:
TensorFlow PyTorch +Caffe2

T P

“One framework

to rule them all” Research Production
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Deep Learning software

from keras.models import Sequential
from keras.layers.core import Dense, Activation
from keras.optimizers import SGD

Keras is a layer on top of
TensorFlow/Theano, makes common

things easy to do. model = Sequential()
model.add(Dense(input_dim=D, output dim=H))
model.add(Activation('relu'))
model.add(Dense(input_dim=H, output dim=D))

N, D, H = 64, 1000, 100

optimizer = SGD(lr=1el)
model.compile(loss='mean squared error',
optimizer=optimizer)

X = np.random.randn(N, D)

y = np.random.randn(N, D)

history = model.fit(x, y, nb epoch=50,
batch size=N, verbose=0)
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Deep Learning software

Model zoos:

Caffe: https://github.com/BVLC/caffe/wiki/Model-Zoo

Keras: https://github.com/albertomontesg/keras-model-zoo

Torch: https://github.com/torch/torch7/wiki/ModelZoo

Theano: https://github.com/Theano/Theano/wiki/Related-projects

Tensorflow: https://github.com/tensorflow/models
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Transfer learning

Source labels Target labels
| Small
amount of
| data/labels
Large
amount of
data/labels Source model T“““‘f"led:‘"'“’ Target model
E.g. ImageNet Target data

Eg. PASCAL
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Pretrained models:

Transfer learning

[ Old Classifier }

T

[ CNN Layer J

T

[ CNN Layer }

T

{ CNN Layer ]

T

Input

Extract
Pretrained
CNN

https://github.com/fchollet/deep-learning-models

[ New Classifier }

|

Pretrained Model

[ CNN Layer 1

|

[ CNN Layer ]

|

[ CNN Layer }

|

Input

New Model
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Transfer learning

https://github.com/fchollet/deep-learning-models

Pretrained models
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Summary

e Case studies of ConvNets
— LeNet 5
— AlexNet
— VGG-16
— GooleNet
— ResNet

 Deep Learning Software
— Model zoos
— Transfer learning



